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ARp Methods



Adaptive Regularization Method of Order p (ARp)

e Aim: min,crn f(x) where f € CP and VPf is Lipschitz continuous.

e Approach by iteratively building and minimising a pth order model
function plus a regularisation term,

e, = € D ti(x) + Pi(x).

e pth order Taylor model
Poq_ . .
te(x) = F(x) + Y j—IVJf(xk)[(x — )V,
j=17"
e Regularization term

@, (x) I = xilIP.
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Example: Linear Model

For p =1 we get

o t)(x) = Fxk) + V() T(x — ),

o Op(x) = ZIx — x«l%.

AR1 yields steepest-descent steps

1
Xkr1 = xk —aVf(xk) where a=—.
o

e Stochastic variants are widely used in machine learning to train
neural networks, exploiting sum-of-simple-functions structure to
compute stochastic approximations of gradients.
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Generic ARp Algorithm

Algorithm 1.1: The Generic ARp Framework

Input: A starting point xo € R%, a tolerance € > 0, and an initial regularization
parameter oy > 0

1 for k=0,1,... do

g if k=0 or x; # X1 then

3 Compute f(xx), Vf(xk)

4 if |V f(xx)| < € then

5 | return approzimate local minimizer X,

6

7

8

9

else
| Compute V2f(xy), ..., VPf(xx)

end
end
10 | Construct the local model my(s) =t} (s) + ;25 [s[|/*" and find an
approximate local minimizer s, that satisfies my(si) < m(0) and a
subproblem termination condition
11 Compute Xy and oy via one of the updating strategies of Table 1
12 end




A Typical Updating Strategy

Procedure 1.2: Simple Update
Parameters: 0 <7 <2 <1,0<v <1<, Omin >0
Defaults: n; = 0.01, 7, = 0.95, 71 = 0.5, 75 = 3, O = 1078

1 Compute the predicted function decrease 6™ = #,(0) — t(sy)

2 Compute the actual function decrease 62 = f(xx) — f(xx + Sk)

s Compute the decrease ratio pj, = 62 /62"

4 if pp > ny then

5 \ Set Xg+1 = Xi, + Sk, and ox41 = max{y10x,0min} // very successful step
6 else if p;, > n; then

7 \ Set xp11 = Xi, + 8 and op1 = 0% // successful step
8 else

9 \ Set Xp,1 = X and o411 = Y20% // unsuccessful step
10 end



Optimal Theoretical Complexity Bounds

Assuming VPf Lipschitz continuous, ARp has the following tight optimal
complexity bounds:

Global complexity | Local convergence to x*
ARl | O (5*2) Q-linear
AR2 | O (¢73/?) Q-quadratic
AR3 | O (e7%/3) Q-cubic
ARp | O (e~(P+1)/P) Q-conv. of order p

The local convergence rates apply if f is locally strongly convex around
x* and when choosing the “right” minimizer when there are multiple.

If f is only locally uniformly convex of order g and p > g — 1 then local
convergence is still superlinear.



Numerical lllustration

«  p=1,01 = 0.5,local/global min
*  p=2,04 = 2.4,local/global min
*  p=3,0r = 12.5,local min

x  p=3,04 =125, global min
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Figure 1: A shamelessly fortuitous example



) gths of ARp

e Best known theoretical global complexity bounds
e Best known theoretical local convergence rates
e Superlinear convergence even on some degenerate problems

e Higher order Taylor approximation promises better model fit over
larger neighbourhood, potentially allowing larger steps and lower
iteration complexity in practice as well.
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Weaknesses of ARp and Motivation of our Research

e Computing higher derivatives more costly in terms of computation
and memory.

e Solving non-convex sub-problems more costly.

e Therefore, cost per iteration is higher.

Best-of-Both-Worlds Vision:

Focus on ARS3 specifically and mitigate weaknesses through clever
approximations and implementation tricks with the goal of designing a
heuristic that

e is not much more costly than AR2 in terms of cost per iteration

e but exhibits the superior iteration complexity of AR3 on degenerate

problems.
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Pre-Rejection in ARp




Pre-Rejection of Candidate Minimisers

e Idea: avoid unnecessary function evaluations by rejecting candidate
model minimisers s, as early as possible

e Proofs for ARp convergence works for o > 1 only

e For adaptive regularisation, o is often small enough that model
minimiser corresponds to very large step
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Minimizer Discontinuity

p=1 p=2 p=3
1.0
[,
102 . . \\ 0.5
§- §~'
= 100 ™ - . 00 <
\
10-2 1 \ ] -0.5
. : - . . : -1.0
10° 102 100 102 100 10?

a [ [

Figure 6: All local and global minimizers of the ARp subproblems as a function of o.
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lllustration
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(b) AR3 models at z = 0 for f(z) = 3z* — 1023 + 1222
regularization parameters ¢ € {9,10.25,11.5,12.75}
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Definition (Minimizer curve)
Let / C Ry be an interval. A minimizer curve of t is a continuous

function 1: | — RY such that (o) is a local minimizer of m; , for any
oel.

Definition (Persistent/transient minimizer)
Let ¢: | — R? be a minimizer curve of t. We say that

1. 4 is persistent if the minimizer curve persists as o increases to co,
i.e., if (c,00) C [ for some ¢ > 0.

2. 1 is transient if it is not persistent.

A local minimizer of m; , is persistent/transient if it lies on a minimizer
curve with such a property.
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Equivalence for AR1 and AR2

Theorem
Let t: R" — R be a linear or quadratic polynomial with Vt(0) # 0. For

any o > 0, a local minimizer of my , is a global minimizer if and only if it
is a persistent minimizer.
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Persistent Minimizers in One Dimension

Theorem
Let t be a one-dimensional polynomial of order p such that t'(0) < 0 and

define
Ri={a>0]|t(a)=0ort"(a)a — pt'(a) =0} (1)

If R is empty, then the persistent minimizers are exactly « € (0,00). If
R is non-empty and its smallest entry & is a simple root of either
polynomial, then all persistent minimizers are contained in (0,&], and all
points in (0, &) are persistent minimizers.
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Numerical Examples

0 No evaluation ®  f evaluated *  f,...,V3f evaluated v Final iterate
AR3-Simple AR3-Simplet AR3-Interp AR3-Interp*
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Comparison AR2 vs AR3




Comparison AR2 vs AR3

e Moré-Garbow-Hillstrom (MGH) test set
e 35 small dimensional (2 < n < 40), difficult optimization problems
e “T" = uses pre-rejection heuristic

e “Interp” = More aggressive regularisation updates

e Generalizes an AR2 approach
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Comparison AR2 vs AR3

AR2-Interp AR2-Interp _ AR3-BGMS
[Vml| < 1072 [V <1072 [V ]| < 10%|s]*
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Extending ARp to High
Dimensions




Tensor Free Implementation

e Only uses Hessian-vector products and tensor-vector-vector products
e Adapted inner termination condition to be less tight

e Variably scaled Rosenbrock function (preliminary experiments)

—— AR1

—== AR2-Interp + MCM
—o— AR2-Interp + GLRT

-~ AR3-Interp™ + MCM
-=- AR3-Interp* + GLRT

HVPs (GLRT) ; Cholesky (MCM)
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Tensor Free Implementation

e Automatic differentiation makes VPf(x)[v1,. .., vp_1,] possible

e With the right approach only p times more expensive than a gradient

memory required to run one outer ARp iteration
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Quasi-Tensor Approximations

e Estimate VPf(xx) by "recycling” evaluations of VP~1f at x, and
previous iterates

e Generalizes quasi-Newton approximations of the Hessian, which are
least-change updates satisfying the secant equation
e Explicit update formula (vx = s for PSB)
e Cri=CG+37 (= LY (D) (v se) 2 Ps ((@JV/() ® (G — Ck)[sk]j)
e Approximations converge to the true derivative VPf(x,) in the limit
for R"-spanning steps
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Outlook: Structured Tensors

Some objective functions exhibit fast oscillatory behaviour in just g
directions. In such cases, we can use AR3 with a low rank tensor
approximations:

For k=0,1,... repeat

e Replace Ci by its g-leading symmetric Tucker decomposition Ce.

e In inner loop, use the low rank model

f(Xk)+Vf(Xk)(X_Xk)+%V2fr’(Xk)[(X xi)]? ] Ck[(X xi )P+ Dr(x).

e Compute quasi-tensor update

Cey1 = Ck+Z H_l V Sk) JPS ((@’vk) &® (ék — Cvk)[Sk]j) .
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Outlook: Stochastic Tensor Model

In machine learning applications the objective function is often naturally
given in summation form f(x) = & le\il fi(x).

Akin to stochastic gradients, use stochastic tensors:

o Let Sy C {1,..., M} be a set of independent uniform index samples.
At iteration k use the stochastic tensor model

ts, (x) = f( ZZ SV~ .

J 1165

e Then E[ts, (x)] = tk(x), and the evaluation of ts,(x) can be
parallelised.

e In some applications the constituent functions f;(x) are sparse. In
such situations the subproblems nearly decouple and can be solved
in parallel by block coordinate descent with latent variable updates
in the regularisation term.
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Conclusions

pth-order methods have superior convergence guarantees
e With full third derivatives, fewer oracle calls are needed to converge

e Minimizing ARp models is challenging

Evaluating third derivatives is expensive

Further investigation into approximations and partial derivative
information needed to achieve full potential
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